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The Parallel Random Access Machine (PRAM) is an abstract mode!l of parallel
computation which allows researchers to focus on the essential characteristics of a
parallel architecture and ignore other details. The PRAM has long been acknowledged
to be a useful tool for the study of parallel computing, but unfortunately it is not
physically implementable in hardware. In order to take advantage of the broad base of
algorithms and results regarding this high-level abstraction one needs general methods
for allowing the execution of PRAM algorithms on more realistic machines. In the
following we survey these methods, which we refer to as PRAM simulation techniques.
The general issues of memory management and routing are discussed, and both
randomized and deterministic solutions are considered. We show that good theoretical
solutions to many of the subproblems in PRAM simulation have been developed,
though questions still exist as to their practical utility. This article should allow those
performing research in this field to become well acquainted with the current state of
the art, while allowing the novice to get an intuitive feeling for the fundamental
questions being considered. The introduction should provide a concise tutorial for those
unfamiliar with the problem of PRAM simulation.

Categories and Subject Descriptors: F.1.1 [Theory of Computation|: Models of
Computation—bounded-action devices; relations among models; C.1.2 [Processor
Architectures]: Multiple Data Stream Architectures—interconnection architectures;
parallel processors; F.2.1 [Analysis of Algorithms and Problem Complexity]:
Nonnumerical Algorithms and Problems—routing and layout; sorting and searching

General Terms: Algorithms

Additional Key Words and Phrases: Bounded-degree networks, models of parallel

computation, Parallel complexity theory

INTRODUCTION

When setting out to design a parallel
algorithm one must ask two questions of
the problem at hand:

(1) Can enough parallelism in the prob-
Iem be identified to allow an efficient
solution?

(2) Can the processors share the data
necessary in the problem fast enough

(given their organization) to allow an
efficient solution?

The first question is the most funda-
mental, in that problems with little in-
herent parallelism will never have good
parallel solutions. Furthermore the an-
swer to this question is largely indepen-
dent of what parallel computational mod-
el one chooses to use. On the other hand,
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